
b Closed-loop motion planning and execution

Structured input

Ego and work zone

Agents and lane geometry

Encoder

Modality encoding

Scene fusion

  PPO policy update

Actor π(a|s)

Critic V(s)

2-D planning output

Target speed v*

Target yaw rate ω*

Dual PID

Lateral and longitudinal 
controllers

Throttle, brake, steer

CARLA–SUMO environment

Vehicle dynamics and traffic/work zone interaction

10-Hz synchronous co-simulation

Next observation + reward + termination

a Input modalities and dimensions

E Ego state + history

Pose, heading, speed

Five lags from 0.1 to 1.0 s
35-D

W Work-zone elements

Cones, signs, relative position

Up to 12 visible elements
12 × 5-D

A Dynamic-agent tracks

Vehicles and pedestrians

Current state plus five lags
8 × 20-D

L Local lane segments

Position, length, width, heading

128 × 7-D

Encoder

Modality-specific 
encoding 

Feature fusion

c Parallel rollout with synchronous PPO updates

Frozen policy θ(k)

Town02 worker

Town05 worker

Town10HD worker

Merged buffer

Merged after all workers 
finish

PPO policy update

θ(k) → θ(k+1)

Next rollout round

a c

action


